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A Transformer can represent the correct function and still learn a rule that fails on new inputs.
We study two kinds of generalization:

o Fixed-size generalization: Does the model handle shifts in the input distribution even
when length is fixed?

e Length generalization: Even if the model is correct on every short input, what supports
extension to longer ones?

We will work through several toy tasks and see how generalization can fail, what causes it, and
how it can be fixed.

1 Remembering the Most Recent Write

The flip-flop task maintains a one-bit memory. A write w stores the following bit, an ignore i leaves
the memory unchanged, and a read r asks for the stored bit. For example,

w0 il w1l i0 i0 r? — 1.

Instructions and bits occupy separate positions. As in induction heads, the answer follows an earlier
token: here, the most recent write.

Changing the instruction distribution. Liu et al. [2] train at token length 7" = 512 and test
new instruction frequencies:

Distribution Ignore Write Read

Training 0.80 0.10 0.10
Sparse test 0.98 0.01 0.01
Dense test 0.10 0.45 045

The first instruction is a write and the last is a read; these are the probabilities for the remaining
instructions. Sparse streams have long gaps between writes: 98% of sampled instructions are
ignores. Dense streams have many competing writes. Models that perform well on the training
distribution make errors in both cases.
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Figure 1: Flip-flop interventions at length 512: sparse errors above, dense errors below. Teal groups
broaden the training distribution; blue groups increase data, steps, or model size. Error axes are
logarithmic; zero-error runs appear at the bottom. From Liu et al. [2, Figure 9, left].

What can go wrong? Consider a read head whose candidate values b; € {0,1} carry bits from
earlier positions. It forms

b &
z = o;b; o =
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and returns one when z > 1/2. The following scores are illustrative; we normalize over the candi-
dates shown.

Wrong selection. Suppose the last write stores one, but a recent ignore carries zero. A learned
preference for nearby positions can outweigh the preference for writes when the write-read gap is
large. If the last write has score one and the ignore has score two, then

= =1 <o
e+e 1+e
The read returns zero. Multiplying both scores by a large positive number makes attention concen-
trate even more on the wrong position.

Mixing values. Even if the last write has the highest score, its attention weight need not exceed
one half. Suppose the head attends only to writes: the last write stores one with score two, and m
earlier writes store zero with score one each. Then

62 e

e24+me e+m’
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For m = 2, z &~ 0.576 and the read is correct. For m = 3, z =~ 0.475 and it is wrong. Replacing
ignores with writes can change this mixture while keeping the total token length fixed.



These examples explain why accuracy on ordinary streams need not control sparse gaps or dense
competing writes. Liu et al. [2, Sections 4.1 and 5.3, Appendix C.2] analyze related mechanisms
in restricted models and demonstrate wrong selections in simplified flip-flop experiments. They do
not identify one circuit used by every trained model.

What helps? Training on a mixture of the original, sparse, and dense distributions reduces both
kinds of error. Six of twenty-five runs have no detected errors in the reported tests (Figure 1). More
data or training steps can improve sparse errors while worsening dense errors; changing model size
gives no consistent improvement across both tests.

2 Parity at Unusual Counts

The parity task asks the model to predict whether the number of ones seen so far is odd or even
at each position. Start from state zero, flip the state on a 1, and leave it unchanged on a 0.! For
example, 1,0, 1,1 produces the states 1,1,0,1. At position ¢, the target is

t
C’t:ij, 1y = Cy mod 2.
j=1

A possible solution. Liu et al. [4] suggest that the model may count the ones in the prefix and
decode the count as odd or even. Uniform attention supplies the fraction C;/t; at a known position
t, the count can be recovered from that fraction. A ReLU MLP can then supply the alternating
labels. For inputs of length at most 7', writing [u]+ = max{u, 0},

T—1
g0 =c+2 3 (~1)Fe— Ky
k=1
equals ¢ mod 2 at every integer ¢ € {0,...,T}. Each ReLU introduces a bend at one count, changing

the slope so that the function rises from zero to one, then falls back to zero. This is a valid finite-
range decoder. Training still has to constrain its values at the counts used for testing. In contrast,
majority needs only a threshold on the fraction of ones.

Testing atypical counts. Liu et al. [4] train on length-40 strings of independent fair bits, super-
vising the parity of every prefix. They then fix the length and choose the number of ones before
placing them at random positions. Accuracy falls at atypical counts (Figure 2).

What can go wrong? At each position ¢, the training count satisfies
Cy ~ Binomial(t,1/2),  E[C{] =t/2,  sd(C}) = Vt/2.

Most training prefixes at position ¢ have counts near t/2. A predictor can fit these count—position
pairs and fail on rare ones.
For example, count three is common around position six, but at position forty it has probability

4
Pr(Cy = 3) =27 < 30> ~9x1077.

!Parity and flip-flop are useful toy tasks as they are base instances of broader finite-state tasks (see Liu et al.,
Transformers Learn Shortcuts to Automata [4]).


https://arxiv.org/abs/2210.10749
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Figure 2: Parity accuracy at length 40 as the number of ones changes. The lighter curve uses
random starting position indices during training. From Liu et al. [4, Figure 6, right].
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Figure 3: Illustrative ReLLU decoder scores at position 40. Both match parity on counts 16—24, but
disagree at count three. The shaded band illustrates coverage; it is not the support of the paper’s
training distribution. These are constructed scores, not measurements of the learned model.

Errors on these late, low-count prefixes contribute almost nothing to average training loss. Seeing
count three early and position forty separately does not constrain their combination.

Two decoders that agree on common inputs. The decoder can use position as well as count.
To make the ambiguity explicit, set T" = 40 and compare g with another ReLU MLP score,

het) = g(e) — 15lt/2 4~ dl..

A score above 1/2 predicts odd parity. At ¢ = 40, the extra term vanishes for ¢ > 16, but subtracts
one at ¢ = 3. They agree whenever |c —t/2| < 4, an illustrative band around the mean count. Yet

13
-5
Thus h gets count three right early and wrong late. Both scores are correct on the band; correctness
there does not determine their behavior outside it (Figure 3). The fair-bit distribution has nonzero
probability outside this band, but late, very low counts receive little training weight.

If the decoder depended only on the exact count, learning count three early would also determine
its answer late. The failure above is possible because the representation or decoder can depend on
position.

h(3,6)=g(3) =1,  h(3,40) = g(3) 0.



Random offsets in the supplied position indices improve low-count accuracy [4, Appendix B.2.3],
supporting this explanation. Offsets weaken the association with the absolute position index; the
distribution of Cy at prefix length ¢ remains unchanged. Sampling counts explicitly at each length
would give rare counts more weight during training.

3 Linear Regression in Context

Let’s look at a more complex in-context learning task: implementing a machine learning algroithm
in-context. In particular, given examples in the context coming from some linear function, predict
the label of the next example.

Choose w, € R? and labels 3; = w, z;. The prompt is

-
P = (x1,y1,..., 7, YT, Ts), Y = W, Ty

Here T' counts examples; the alternating prompt has 27 + 1 positions. Training minimizes squared
prediction error over many independently sampled tasks and inputs. At evaluation the Trans-
former’s parameters stay fixed: it must infer the current function from the prompt. We take

Wy, X1, ..., T7, Ty independently from N(0,1;), with no label noise. Each prompt has a different
Wi
The least-squares benchmark. Let X have rows ] and let y = (y1,...,yr)' . Minimum-norm

least squares chooses
~ . 2 ~ T ~
wis € argmin || Xw —yl3,  Yus =z, Ws,

using the minimizer of smallest norm when it is not unique. The labels determine the component of
w, in the span of the examples. Under the Gaussian prior, the remaining component has conditional
mean zero. Thus least squares gives the conditional mean prediction, which minimizes squared loss.
Each independent example determines one more direction, giving normalized error

1

gE[(yLS — y+)?] = max{1 — T/d,0}.
At T = d, the examples determine the function almost surely. Garg et al. [5] train with d = 20 and
find that a Transformer approaches this benchmark on new prompts from the training distribution
(Figure 4).
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Figure 4: Prediction error divided by d on fresh Gaussian regression prompts. The trained Trans-
former approaches least squares. From Garg et al. [5, Figure 2].



40 in-context examples; d =20
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Figure 5: Scale shift at d = 20, 7' = 40. The model trains at scale one. Error is divided by ds?;
least squares remains exact. Plot of numbers reported by Garg et al. [5, Section 4].

An attention update. For the squared loss,
1 T 2 1 Ui
L(w) = ﬁz(w v —y)t wl = fzijj

J J
is one gradient step from zero. Its query prediction is

~ n T

Yeom =7 Z(fﬂ* z;)y;-

J

This is linear attention: set q¢. = w4, k; = xj, and v; = y;, divide the weighted sum by 7', and
multiply the output by n [6]. There is no softmax; the weights may be negative. For alternating
input and label tokens, a preceding layer associates each x; with its label, as in the induction
construction.

One step does not solve least squares in general. Additional layers can implement further
updates using residuals y; — :U;-rw(e) ; richer constructions implement more elaborate regression
procedures [7, 8].

Changing the scale of a prompt. Keep 7" and w, fixed, and multiply every input, including
the query, by s > 0. The labels also scale by s:

PS = (levsylw"78xT78yT78x*)7 y*,s = SYx-

Least squares keeps the same coefficient estimate because ||(sX)w — sy||? = s%||Xw — y||?>. Its
prediction therefore obeys
YLs(Ps) = syrs(P).
Garg et al. test this shift with d = 20 and T = 40. Although the examples still determine the
function, the model makes larger relative errors away from its training scale. Dividing the error by
ds? accounts for the change in target magnitude (Figure 5).
For a fixed step size 7, the one-step predictor scales as

—~ n T ~
yapa(Ps) = 7 D ((swa) T (s2)) (s;) = s*Tap,(P).
J
The target scales linearly; this predictor scales cubically. Replacing 1 by 1/s? restores linear scaling
for this predictor.
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Figure 6: Transformers trained at one scale or multiple scales. This plot uses raw MSE, unlike
Figure 5. OLS is ordinary least squares. From Hill et al. [9, Figure 9].

Broader scale coverage. Hill et al. [9] compare the same architecture trained at scale one or at
scales chosen from {1,2,3}. The broader training distribution improves performance across scales
(Figure 6). It does not enforce the exact scaling law, especially beyond the training range.

Further reading for fixed-size generalization. Garg et al. [5] also study covariance shifts,
and Zhang et al. [10] analyze covariance sensitivity in a single-layer linear-attention model. Liu et
al. [4] study recurrent scratchpads and finite-state computations; Akyiirek et al. [7] and Fu et al. [8]
study richer regression algorithms. The companion notebook separates familiar-length shifts from
longer-input tests and compares position encodings in small exploratory runs.

4 (Generalization to Longer Inputs

Suppose a model is correct on every short input, including rare counts and unusual sequences.
When does correctness extend to longer inputs?

Three retrieval rules. Recall the induction head task. In the prompt
ab -+ ac --- a?,

the final a is the query and the omitted tokens contain no a. An earlier occurrence is eligible only if
its following token lies strictly before the query. Most-recent retrieval returns ¢, as in our induction
head example. First-match retrieval returns b. In unique-match retrieval, there is exactly one
eligible earlier occurrence, and we copy its following token. First and most-recent retrieval assume
at least one eligible occurrence.

Veitsman et al. [1] fine-tune GPT-2 1.5B separately on these tasks with lengths at most 100, then
test on lengths 101-200. Earlier query occurrences lie in the first half of the test context, forcing a
longer retrieval gap. Training uses random position offsets to expose more position indices. Among
runs that fit their task, first and unique retrieval remain perfect on the measured test; most-recent
retrieval makes errors (Figure 7). The evaluation uses sampled inputs; perfect measured accuracy
does not establish correctness on all longer inputs.
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Figure 7: Length-shift accuracy. The relevant tasks are UR (unique), NRFirst (first), and NRLast
(most recent); each copies a continuation. Other bars concern different copying tasks. The axis
starts at 0.4. Colors indicate membership in C-RASP[pos|, the counting-program class defined in
Section 5.1. From Veitsman et al. [1, Figure 6].

5 Length Generalization and C-RASP

Huang et al. [11] give a length-generalization guarantee for tasks expressible in C-RASP|[pos|, under
suitable assumptions on training coverage and model selection. The result uses a formal Transformer
model and an idealized learner that fits all short inputs and prefers simpler models. This is a
sufficient condition. It does not guarantee ordinary training, and it does not rule out generalization
for tasks outside this class.

5.1 C-RASP: Counting Programs

C-RASP describes a computation as a fixed list of instructions. Each instruction defines a new
value at every input position. There are two types of values: Boolean indicators and integers,
including counts [3, 11].

What is available at each step? At position i, keep the values defined by the earlier instruc-
tions. Later instructions can reuse both the indicators and the integers. A count can be added to
another count, compared with a constant, or used in a conditional. It need not first be reduced to
a Boolean value. These are program steps; one step need not correspond to one Transformer layer.

Allowed operations. Write P, R for Boolean sequences and C, D for integer sequences. All
operations below use sequences defined by earlier instructions.

Operation New value at position ¢

Token test Qa(i) = [z; = a

Boolean logic T, —P(i), P(i)AR(®)
Prefix count C(i) = #j<iP(j)

Integer arithmetic 1, C(i) + D(i), C(i)— D(3)
Conditional Pi)?C(i) = D(i)
Comparison C(i) < D(i)

Brackets denote a Boolean test, and T is always true. A conditional chooses C(i) when P(i) is true
and D(i) otherwise. Other fixed integer constants, VV, =, and > can be built from these operations.



Arithmetic and comparisons use values at the same position i. The prefix count combines
information across positions: it counts where an earlier Boolean sequence P(j) is true. This
instruction does not directly sum an integer sequence across positions.

Example: marking the first a. The following three instructions produce an indicator, a count,
and another indicator:

Qa(i) = [«'L'z = a], Ca(i) = #jSiQa(j)7 Fa(i) = Qa(i) N [Ca(l) - 1]'

Input z; a b a c a
Qo (Boolean) 1 0 1 0 1
C, (integer) 1 1 2 2 3
F, (Boolean) 1 0 0 0 0

When computing F,, both earlier rows are available. At b, the count is still one, but @, = 0, so
F, = 0. After this instruction, later instructions can use all three rows.

The number of instructions stays fixed as the input grows, although the counts can grow. A
line cannot refer to its own output at the preceding position, so a recurrent update such as y; =
yi—1 XOR z; is not an allowed instruction. For a yes/no task, we read the final Boolean value at
position T

C-RASP|pos]: fixed position tests. For retrieval, we need to mark the token immediately
after an occurrence. The position extension allows the fixed relation j = 7 — 1 inside a count. It
gives a one-position shift of a Boolean sequence:

Prev(P)(i) = [#j<i, j=i—1P(j) > 0].

For example,

Position 1 2 3 4 5
P 1 01 0 1
Prev(P) 0 1 0 1 0

At the first position there is no predecessor, so the result is false. The offset stays one at every
input length.

More generally, the extension permits local relations that depend only on ¢ — j and are false
beyond a fixed distance. It also allows fixed periodic position tests, such as [i mod 2 = 0]. The
distance bounds and periods do not grow with the input. Full prefix counts remain available. Here
[pos] describes permitted program operations, not a particular position encoding. Huang et al. call
this class C-RASP[periodic, local] [11, 1].

5.2 Which Retrieval Rules Can We Write?

Fix a finite alphabet. For each query symbol a and candidate answer b, compute the following
values at every position. We prepare the same instructions for every pair of symbols; the number
of copies is fixed because the alphabet is fixed.



Unique-match retrieval. In abz x a, the final a is the query, and x differs from a and b. Mark
each completed a b pair at its second token, then count marked pairs before the query:

Pap(i) = Prev(Qa) (i) A Qu(i),
N, (Z) = #j<iPab(j)‘

The two new rows are

Input a b x x a(query)
P, (Boolean) 0 1 0 0 0
Ngp (integer) 0 0 1 1 1

At the query, Ny = 1, so we return b. The unique-match promise makes the answer unambiguous.
The strict count j < 4 excludes the query itself as a continuation.? For a general query, use the
counts corresponding to its current token: output b when \/,(Qq(i) A [Ngy(i) > 0]) holds. This is
a fixed C-RASP[pos] program [1, Appendix A.2, Lemma 4].

First-match retrieval. Use the same computation, but mark only the first occurrence of a. We
already computed its indicator F,(i) = Qq(i) A [Cy(i) = 1]. Replace the pair test by

Py(i) = Prev(Fy) (i) A Qp(i),

and keep the count N, and output rule unchanged. On abaca, F, marks only the first position.
The shift therefore marks b but not c¢. At the final query, Ny = 1 and Ny = 0, so the answer is b.
Every step uses an allowed operation [1, Appendix A.2, Lemma 5]. For both tasks, a fixed default
handles inputs outside the task’s promise; counts also test whether an eligible match exists or is
unique.

Most-recent retrieval. On the same input abaca, the most-recent rule returns ¢. No fixed
C-RASPIpos] program computes this rule at all input lengths. Veitsman et al. [1, Appendix A.2,
Lemma 6] give the formal proof.

5.3 Interpreting the Class

Parity is also outside C-RASP[pos] [11, Lemma 11]. Counting the ones is allowed. A fixed periodic
test on the position index, such as [i mod 2 = 0], is also allowed. Determining whether an arbitrary
input-dependent count is odd or even is a different computation. The earlier ReLU decoder handled
a bounded count range by adding a hinge at each count; it did not give one fixed program for every
input length. The formal nonexpressibility result rules out other C-RASP[pos] implementations
too.

The classification concerns one fixed program working at all lengths:

Task C-RASP[pos] Construction or result

Unique retrieval Yes Mark matches, shift, count pairs

First retrieval Yes Mark the first match, then reuse the program
Most-recent retrieval No Nonexpressibility result

Parity No Nonexpressibility result

2Strict counts use the same operations: #;<;P(j) = #,;<;P(j) — (P(i) 7?1 : 0).
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The first two retrieval rules fall within the class covered by the conditional length-generalization
result. The most-recent rule and parity do not receive a guarantee from this sufficient condition.
This distinction does not assert that every model trained on a task inside the class will generalize,
or that tasks outside it cannot generalize.
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