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and Strobl et al. [15], and on Merrill and Sabharwal [12].
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In the last lecture, we defined the Transformer architecture. Here we ask what it can compute.
Three related questions will guide us:

e Representation: Do weights exist that compute the function, and what resources do they
require?

e Learnability: Can training find suitable weights from a specified distribution of examples?

e Generalization: On which new inputs or sequence lengths does the learned computation
remain correct?

Most of these notes address representation. We will construct an induction head, compare the
resources needed by one and two layers, and then study repeated lookups. The next lecture will
address learning and generalization.

1 Induction Heads

An induction head implements a simple copying rule: when the current token is a, find an earlier
occurrence of a and copy the token b that followed it to predict the next token [3]. If there are
several earlier occurrences, we will use the most recent one whose continuation is already in the
prompt.

Prompt

ab... a

Predicted next token
b

The association between a and b comes from the current prompt and can change from one input
to another. We will study how a Transformer can implement this rule for arbitrary tokens a and b
using the same weights.



Olsson et al. [4] found that induction heads’ emergence during training correlates with a sharp
improvement in in-context learning: using information in the prompt without changing the model’s
weights.! Figure 1 shows this correlation. Here performance is measured by how much prediction
loss improves with more context. Removing these heads from small attention-only models removes
much of that improvement.

MODELS WITH MORE THAN ONE LAYER HAVE AN
ABRUPT IMPROVEMENT IN IN-CONTEXT LEARNING

ONE LAYER TWO LAYER THREE LAYER
(ATTENTION-ONLY) (ATTENTION-ONLY) (ATTENTION-ONLY)
Elapsed Training Tokens Elapsed Training Tokens Elapsed Training Tokens

2.5e9 5.0e9 s 1e10 0 5.0e9 7.5e9 1e10 0 2.5e9 5.0e9 7.5e9 ell
L L L

007 We highlight the
“phase change”

-0.1 period of training in plots to
make visual comparision
between plots easier. The

Q
8 -02 highlighted region is
<3 selected for each model
= based on the derivative of
g "037 in-context learning.
-
=t
2 -04
8
£ -05
One-layer model Models with more than one layer
has no sudden improvement. have a sudden improvement in in-context learning

INDUCTION HEADS FORM IN PHASE CHANGE

Each line is an attention head, scored by the “prefix matching” evaluation introduced below.
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Figure 1: Training one-, two-, and three-layer attention-only models on text. Top: loss at token
500 minus loss at token 50. Lower values mean more benefit from context. Bottom: attention to
the continuation of an earlier match. Shading marks the transition during training. The plots are
from Olsson et al. [4]. Their larger-model results cover models with MLPs and up to 13 billion
parameters.

'For example, an English-French translation prompt might give hello -> bonjour and thanks -> merci, then
end with bread ->. The intended continuation is pain: the demonstrations specify the task without a weight update.


https://transformer-circuits.pub/2022/in-context-learning-and-induction-heads/index.html#model-analysis-table

2 A Construction of Induction Heads

Can we choose the query, key, and value maps to implement this rule for any input? We give one
explicit construction to show that such weights exist. Other embeddings, attention maps, and
intermediate representations could implement the same rule.

Consider the following sequence, with one token per letter:

Position |1 2 3 4 5 6 7 8 9
Token‘decdbcaba

The final a should retrieve b at position 8. To choose that position, we need to know that its
predecessor was a. This information is initially at position 7. We therefore use two layers:

1. Copy the preceding token into a separate part of each position’s representation. Position 8
now holds its current b and its predecessor a.

2. Match the final a against the copied predecessors, then read the current token at the matching
position. Position 8 supplies the answer b.

The first layer prepares every pair in parallel. The second layer uses those pairs for retrieval.
This two-head organization follows Bietti et al. [5] and Edelman et al. [6]. Below we give explicit
embeddings and maps for the most-recent-match rule of Sanford, Hsu, and Telgarsky [8, 9].

position 6 position 7 position 8 position 9

Input e a b a

After previous: ¢ previous: a previous: b
layer 1 current: a current: b current: a
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What each position stores. Let x1,...,27 € V be the input, with 7" > 2. Add a beginning
token zp = L, with L ¢ V, which will also be the answer when no match exists. Let e, be
the one-hot vector for token w, including 1. We store the current token in h{"" and the copied
predecessor in k™", using separate coordinates for these two vectors. Initially,

20 = (B8 V1,0, %) = (e0,,0,1,0,%),  0<i<T

The token and position embeddings also occupy separate coordinates, as in previous lectures. The
constant coordinate lets a linear map add a fixed offset. The coordinates 4, i will let a query select
a position using squared distance. Attention is causal, so position i reads positions 0,...,7. We use
one head and a pointwise ReLU MLP in each block, omit layer normalization, and absorb 1/v/dpeadq
into the query map.

We first describe attention as an exact lookup:

P T R
J —arg&l?iciqi k;, 0; = Vj*.

‘We will then account for the error from softmax.



First layer: copy the predecessor. Choose
q=(2i-2-1), k=05, v=h"

The query uses the stored ¢ and the constant coordinate to form 2i — 2. The key uses the source’s
4,42, and the value reads its current token h§™. Their score is

k=261 =(-1"-(G—--1)%

For ¢ > 1, the square is smallest at j = % — 1, so the attention output is e;, ,. The output projection
puts this vector in the coordinates for A", which were initially zero, and writes zero elsewhere.
Residual addition therefore gives

(hgurv hi‘)rev) = (exiv O) + (07 exi—l) = (ewi’ 6%71)'

Thus copying the predecessor preserves the current token. Position 0 can read only itself, so
h§"™ = hi " =e].

Second layer: match and retrieve. The query reads h{"™, the key reads h2™", and the value
reads hj". Thus the token part of the score is

(hgur)Th;)rev — 1{x2 = xj—l} (] > 1)

The final @ matches the predecessor stored at position 8, whose value is e,. The key determines
which position to read, while the value determines what we copy from it. Token matching alone
gives the same score to every match. To prefer the most recent one, add the source position j to
the score. We must keep token matching more important than recency: a recent nonmatch should
never beat an older match. Give each match a bonus of 1"+ 1. Since 0 < j < T, this bonus exceeds
any possible advantage from recency.

We also need an answer when there is no match. Give position 0 a bonus of T+ 1, so it beats
every nonmatch but loses to every match. The full score is

sig=(T+1)(h™)ThY + j  + (T+1)hSY
~~~ ————

recency

token match default at position 0

Here h;“i is the L coordinate of hj"™. It is 1 only at position 0. For an ordinary query token, the

scores are
source Sij

nonmatch at j > 1 1 <T
default at j =0 T+1
match at j > 2 T+14+j

Every match beats the default, which beats every nonmatch. Among two matches at j7 < j/, the
score difference is j' — j, so the later one wins. The winning score is separated from every other
score by at least 1.

For example, consider a b a ¢ a, with T = 5. For the final a, positions 2 and 4 both store a as
their predecessor. Their scores are 6 + 2 = 8 and 6 + 4 = 10, so we copy c¢ from position 4. Position
5 is more recent but does not match, so its score is only 5. Position 0 has score 6. The value is
always hj"™, including h§™ = e, when no match exists. Appendix A gives the linear projections
and residual updates for these two heads.



From argmax to softmax. Softmax gives positive weight to every allowed position. The first
layer therefore returns a mixture rather than an exact one-hot token for the second layer’s keys.
Multiplying all scores by a positive number 5 concentrates attention on the largest score. How large
must S be to make the copy accurate? The following bound is a special case of Edelman et al. 7,
Lemma B.7]. For one query, write its scores as s; and its weights as «;.

Proposition 2.1 (Softmax selection). Suppose a query attends to at most T + 1 positions. Let j*
have the largest score, separated from every other score by at least A > 0. For any desired error
0 <e <1, choose
1 T e S
B> —log —, aj:M_
A € >, exp(Bsy)

Then aj« > 1 —e. If each value coordinate lies in [0, 1], the copied value satisfies
HZ QV; — Vj*
J

Proof. For each unwanted position j, cancel the common softmax denominator and use the score
gap:

<e. (1)

o0

O[] —BA g
— exp(—B(s —s:)) < <=
O[]* eXp( 5(8] S])) € — T

Since o= < 1, each such position receives at most /7" attention. There are at most 7" of them, so
1—0<j*: ZO[]'SE.
J#I*
For the value bound, subtract vj~ from the weighted average. Each coordinate of v; — v;+ has
absolute value at most 1, giving

H E QV; — Vj*
J

Both heads in our construction have A > 1. Taking ¢ = 1/16 therefore requires only 8 > log(167").
For a one-hot value, the copied answer coordinate is at least 15/16 and every other coordinate is at
most 1/16.

After the first attention step, a pointwise ReLU MLP recovers the exact predecessor by applying

’wgz%ge. ]

= H > aj(v; — ;)
i#5* i#5

R(t) = 2ReLU(t — 1/4) — 2ReLU(t — 3/4)

to A", This function is 0 below 1/4 and 1 above 3/4. It sends the large answer coordinate to 1
and all other coordinates to 0. The second head therefore receives exact one-hot keys. Its output
has the desired token as its largest coordinate. The appendix shows how to read that answer after
residual addition using the same coordinates.

Width and precision. Each of h§™ and kY™ has one coordinate for every token, including L.
With the three positional coordinates, the residual width is

d=2(V|+1)+3=0(V|).

This is the width of the explicit encoding above, not a lower bound on the width needed for induction
heads. For a fixed vocabulary it is constant as T' grows. One-hot vectors make token matching
particularly simple: their dot product is exactly 1 for a match and 0 otherwise.



We must also limit the precision: a single exact real number can encode arbitrarily many bits.
Let p be the number of bits used to represent each coordinate. A vector of width d then stores at
most dp bits.

The position features and score scales require p = O(logT') bits per coordinate under stable
fixed-point evaluation of softmax. The margin above preserves the MLP’s rounding thresholds.
Appendix A gives the arithmetic details.

3 One Layer versus Two

Can one attention layer perform the same copying rule on every input? We will prove a lower bound
by relating such a model to an elementary communication problem, INDEX.

Alice has s bits uy,...,us. Bob has an index r € {1,...,s} and wants u,. Alice can send Bob
one message, but Bob cannot first tell her which index he wants. How many bits must Alice send?

Alice Bob
@ One message M (u) @
Q sent without knowing r Q

Private bits Private index: r = 2
u=(0,1,0) Must output u, = 1

The communication cost. She can send all s bits. In fact, she cannot do better if Bob must
always answer correctly. There are 2° possible strings. If two different strings gave the same message,
choose a position r where they differ. Bob would see the same message and the same requested index
in both cases, but the required answers would differ. Thus all 2° strings need different messages,
which requires at least s bits.

Connecting the game to induction heads. Suppose a small one-layer Transformer could solve
the induction-head task on every input. We will use it to give Alice a short message that lets Bob
recover any requested bit. The communication lower bound will then force the Transformer to be
large.

To encode the game, use three tokens a, b, c. Alice represents bit 0 by b and bit 1 by c. Write
the resulting tokens 1, ..., ys. Bob places a marker before each token: a before the requested token
yr, and ¢ before all the others. Put a final a at the end:

a/’ j:,r7

Z1,Y1,22,Y2, - - -y 25, Ys, Ay Zj = .
c, jJFET.

The input length is T' = 2s+ 1. Its only earlier @ is immediately before y,, so the induction-head rule
must return y,. Bob can then translate b or ¢ back into the requested bit. For example, u = (0,1,0)
and r = 2 give

cb ac «¢cb a — c

N = =~

21,Y1 22,Y2 23,Y3
This is the same “find the earlier a and copy its continuation” task. We have chosen its inputs so
that solving it also solves INDEX.



Simulating one attention layer. We use ordinary softmax attention for this lower bound.
Suppose Alice and Bob both know the Transformer’s weights. The token at position T is always a,
so they both know the final query qr. This query is independent of Bob’s index r. In one layer,
each key and value depends only on its own input token and position. Alice can therefore compute
the keys and values at her even positions without knowing Bob’s index r. Bob can compute them
at his odd positions, including the final a, and at the fixed beginning token in position 0.

For one head, absorb the usual scaling into the query and write w; = exp(q}kj). Alice computes
her part of the numerator and denominator:

s s
A= E W25V25, ZA = E w2; -
j=1 j=1

Bob computes the corresponding sums B and Zp over the odd positions and position 0. The final
attention output is

_ A+B

i+ Zp

Thus Alice only needs to send her two sums for each head. Bob can then compute every head’s
output, apply the remaining position-wise maps at position 7', and recover w,. There is no need to
send a separate value for every input position.

We must count the bits in this message. Let H be the number of heads, d bound the embedding
and head dimensions, and p be the bits of precision per coordinate, including positional information.
Alice can communicate her contribution using O(dp) bits per head.? Her total message uses O(Hdp)
bits. But INDEX requires at least s bits, so

or

Hdp = Q(s) = Q(T).

This proves the one-layer lower bound, even with arbitrary position-wise computation and an
arbitrary output decoder.

Comparing one and two layers. For a fixed vocabulary and inputs of length 7', our two-layer
construction uses d = O(1) and p = O(log T'), so Hdp = O(logT'). A one-layer model with the same
precision must instead have Hd = Q(7'/log T'). Encoding positions in a few logarithmic-precision
coordinates does not remove the separation.

Why does the second layer help? After the first layer of our construction, each even position
holds both Alice’s token and the preceding marker supplied by Bob. Its second-layer key therefore
depends on Bob’s index. Alice can no longer compute her part of the attention output without
knowing that index, so the one-message simulation above no longer applies.

4 Repeated Lookups with Induction Heads

A single induction-head lookup uses one association in the prompt. A simple model of deeper
reasoning within the context is to follow a chain of these associations: retrieve b from a, use that b
to retrieve ¢, and continue. How many layers are needed for k successive lookups?

Use the same input as in Section 2:

*We use the finite-precision model of Sanford, Hsu, and Telgarsky [8]: rounding embeddings and attention outputs
to p-bit representations must preserve the predicted tokens. To avoid sending large exponential sums, Alice sends
A/Z 4 and log Z 4, each rounded to O(p) bits per coordinate. Appendix A of that paper shows that Bob can recover
the head output to the required precision.



Position ‘ 1
Token ‘ d

2 3 4 5 6 7 8 9

e ¢ d b ¢ a b a

The final a retrieves b at position 8. At that position, the earlier b at position 5 is followed by ¢ at
position 6. Repeating the rule gives

9 +— 8 +— 6 +— 4 +— 2
~~ —~— —~— ~— ~~
a b c d e

At each step, the query uses the prefix ending at the position just retrieved. Thus the b at position
8 can read positions 1,...,8, including the earlier bc pair. The ordering of this example makes
every link available to causal attention.

The task. Write f(i) for the position returned by one induction-head lookup. The k-hop induction-
head task follows this rule k times and returns the token at the final destination, x sk ;. Here f K
means composing f with itself k£ times. If a lookup finds no match, we return 1 and keep that
answer on all later steps. For simplicity, take k& to be a power of two.

One lookup at a time. A direct solution follows the chain one step per layer. First, use the
two-layer construction to find f(i) at every position. Store both this destination and its token. Keep
these one-step answers available. At position i, start with destination f(i). A new layer reads the
one-step answer at that destination, obtaining f2(i). The next reads the one-step answer there,
obtaining f3(i). Continuing this way takes k — 1 additional layers, for total depth k + 1. Every
layer extends the chain by just one lookup.

Doubling the number of lookups. We can do better by updating the stored answers at every
position. Suppose each position i already stores its destination f*(i) after s lookups. Use this as
the address to read: position j = f*(i) already stores f*(j). Copying that value gives

F22(0) = f ().

All positions read from the previous layer, so these updates happen in parallel. Starting from the
one-step answers, successive layers therefore compute f2, 4, f8, and so on.?

In the diagram, each column is a fixed input position. We use its input token as shorthand, so
column b means position 8. Each box shows the token at the stored destination. The model also
stores the destination’s position, which tells the next layer where to read. Solid arrows show the
copied answers. The dashed arrows track which destination column a uses at each layer. Copies of
1 are omitted.

3Liu et al. [11] use function composition to simulate finite-state machines. Sanford et al. [9] give logarithmic-depth
constructions for the k-hop induction-head task. The functions being composed differ, but both constructions double
the amount of computation represented at each position.



Input position e d c b a
position 2 position 4 position 6 position 8 position 9

Layer 2
Ty@y: 1 lookup

S

Layer 3
Ty2(;): 2 lookups

I

read

at ¢

(== - ———

Layer 4
Tya(): 4 lookups

I

At column a, layer 2 stores b. Layer 3 therefore reads column b, whose stored answer is c,
and copies ¢ to column a. Meanwhile, column ¢ reads e from column d. Layer 4 can now use a’s
destination c¢ to read this e. Thus the stored answer at a represents one, then two, then four lookups.

How many layers? The first two layers compute the one-step answers. Each new layer doubles
the number of lookups, so reaching k lookups takes logy k more layers. The total depth is 2 + logs k
instead of k + 1.

For other values of k, keep a fixed copy of the one-step answer f(i) and its token at every
position ¢, alongside the current answer f(i) and its token. The lookup count s is the same at every
position. Both of the following operations read position j = f*(i). They differ in which answer the
value map copies from that position:

operation ‘ copy from position j ‘ new destination at ¢
double current answer f%(j) 25(4)
add one lookup | fixed answer f(j) f5HL)

For k = 5, the lookup counts are

double double add one
1 2 4 5.

In the last layer, position i reads j = f4(i) and copies the fixed answer f(j) = f°(i) and its token.
We keep only the one-step answer and the current answer, not all earlier powers of f. Each new
answer is written into separate coordinates before the old one is cleared.

We fix k& when choosing the model’s weights. These weights specify which operation each layer
performs. The binary digits of k give a schedule with at most 2|log, k| added layers, so the depth
remains O(log k). Appendix B gives this schedule, the attention maps, residual updates, and control
of softmax error.

5 Broader Perspectives

There are many ways to think about the computations Transformers can perform. We have seen
how attention implements lookup and composition. The literature uses related ideas to study other
tasks and to prove limits on what Transformers can compute. Here are a few examples. The surveys
of Liu, Makkuva, and Lee [10] and Strobl et al. [15] give a broader account.



Formal languages and state machines. A formal language is a set of strings. Recognizing a
string means deciding whether it belongs to that set. For a regular language, a finite-state machine
can do this by updating a state as it reads each token. With state set S, token x; defines an update
fz, S — S. Starting from s, the state after reading the input is

(for 00 fa1)(50)-

Instead of following the actual state one token at a time, we can compute what each segment would
do to every possible entering state. This is a table with |S| entries. If adjacent segments have
update tables g and h, their combined table maps any entering state s to h(g(s)). We can therefore
combine neighboring segments without knowing the state that will enter them. The segments grow
from length 1 to 2, then 4, then 8. After O(logT') rounds, we have the table for the whole input
and can apply it to sp. Liu et al. [11] implement this with Transformers of logarithmic depth and
width polynomial in |S|. Attention retrieves the neighboring table and an MLP composes the two.
This bound applies to every fixed finite-state machine, but some need much less depth. For parity,
uniform attention averages the bits. An MLP can use this average and the prefix length to recover
the number of ones and take it modulo 2.4

Circuit complexity. A formal language specifies a recognition task. Circuit complexity measures
the resources needed to solve it, so these views can be applied to the same problem. A Boolean circuit
is a network of gates acting on input bits. Its size counts gates, and its depth counts the longest
chain of gates from an input to an output. A finite-state machine processes tokens sequentially,
while a shallow circuit organizes many operations in parallel. Representing a Transformer’s numbers
by bits lets us compare its computation with Boolean circuits. In the logarithmic-precision model
of Merrill and Sabharwal [12], fixed-depth Transformers have simulations in TC?: polynomial-size,
constant-depth circuits with majority gates. A majority gate returns the majority bit of its inputs.

The precision assumption matters. In the arithmetic model of Li et al. [13], constant precision
gives the smaller upper bound ACY. With a different rounding convention, Chiang [14] extends the
TC® upper bound to polynomially many bits of precision.” These are upper bounds for a single
forward pass, with depth fixed as T grows. The diagram compares classes of polynomial-size circuits.
Both AC? and TC? allow unbounded fan-in, meaning a gate may read a number of inputs that
grows with 7. Each simulation arrow uses the cited model’s arithmetic assumptions.

Parity separates Whether this inclusion

these two classes is strict is open
ACO TCO NCI
constant-depth - constant-depth C logarithmic depth
AND, OR, NOT also majority gates bounded fan-in

T upper bound upper bound

Transformer models
fixed depth

‘ Constant precision ‘ ‘ Logarithmic precision
single forward pass

Li et al. [13] Merrill-Sabharwal [12]

“More generally, Liu et al. [11, Theorem 2] give constant-depth constructions for solvable automata by decomposing
them into modular counters and resettable memory. The depth depends on the number of states, while the MLP
width can grow linearly with 7.

°Li et al. round after each addition. Chiang computes a sum exactly and then rounds it. Li et al. also obtain
matching AC® and TC? expressivity results when polynomial embedding width is allowed, using constant precision
and logarithmic fixed-point precision, respectively. Such results do not identify every fixed-width architecture with the
whole circuit class.
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For example, parity belongs to TCY but not to AC?, while some regular languages are NC!-
complete. Thus being recognizable by a finite-state machine does not automatically make a task
easy for a fixed-depth Transformer: under the conjecture TCY # NC!, those latter languages lie
beyond the models covered by the simulation [11, 15]. Whether TC? is strictly smaller than NC*
remains open.

Programs: RASP and C-RASP. RASP (Restricted Access Sequence Processing) gives us
a way to write an algorithm using operations that resemble a Transformer’s: point-wise maps,
selection of positions, and aggregation of their values. The following program reports the fraction of
a’s in each prefix, following Weiss et al. [16, Figure 3]. The built-in sequences tokens and indices
contain the input symbols and their positions. Every line defines an operation on whole sequences,
just as a Transformer layer updates all positions together.

is_a = indicator(tokens == "a") tokens «a b a c a
prefix = select(indicesf im?lices, <=) is.a 1 0 1 0 1
frac_a = aggregate(prefix, is_a) fraca 1 1/2 2/3 1/2 3/5

The first line produces a sequence of zero—one indicators. The second calls select (keys,
queries, predicate): <= selects key position j for query position ¢ when j < 4. The third averages
the selected indicators. For example, the output at position 3 is (1 4+ 0+ 1)/3 = 2/3. Composing
these named operations is how we write the algorithm in RASP, before choosing weights for a
Transformer.

The more restricted language C-RASP uses prefix counts directly. Counting a’s in this input
gives (1,1,2,2,3). Its programs use Boolean operations, counts, addition and subtraction, and
comparisons [17]. For example, comparing the counts of opening and closing parentheses tests
whether a prefix has nonnegative balance. Yang and Chiang [17] show that every C-RASP program
can be implemented by a causal softmax Transformer. Such programs give explicit constructions for
particular algorithms. Circuit upper bounds constrain all choices of weights, including computations
we have not programmed.

Communication and parallel computation. The INDEX argument bounds width by counting
how much information attention can transmit. To understand depth, we can instead count rounds
of communication. Our constructions use positions to store data, attention to exchange data, and
position-wise maps to update it. The Massively Parallel Computation (MPC) model formalizes
computation on many machines with limited memory and communication per round. Sanford
et al. [9] give simulations between this model and Transformers, with overheads in memory and
width. A parallel algorithm can therefore yield a Transformer construction. In the other direction,
a Transformer with few layers would imply a parallel algorithm with few communication rounds.®

5The simulations use logarithmic precision and allow general position-wise maps. The general MPC-to-Transformer
construction allows unrestricted attention. Simulating dense attention in MPC can require machines for pairs of
positions.
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MPC communication round

M, M, M3

local state local state

local state
\ route messages

M, M, M

new state new state new state

Local computation
Limited memory and communication

Transformer layer

position 1 | | position 2 | | position 3
21 22 23

\ atte@ <

— >\

position 1| | position 2 | | position 3
!/ /! /
2 ) Z3

Position-wise update after attention
Width limits the stored vector

This viewpoint keeps track of how much information each machine can store and exchange in a

round. It therefore exposes tradeoffs between width and depth that membership in a circuit class
alone does not specify. For the k-hop induction-head task, the simulations also give a conditional
lower bound. Under a standard MPC conjecture, models with limited width need Q(log k) layers
for a specified range of k [9].7
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A Embeddings and Residual Updates

Section 2 describes what the two heads copy. Here we specify the linear maps and show how the
residual connections preserve the information needed by the next layer. Let v = |V| + 1, including
L, and set d = 2v + 3. At position ¢, the initial representation is

2O = (B B 1,4,) = (0,0, 1,,12),

The token embedding is (ez,,0,0,0,0) and the position embedding is (0,0,1,4,i?). Each block uses
one head with dpeaq = d, followed by a ReLU MLP. We omit layer normalization. Write [u] for u
padded with zeros to length d. All maps below are shared across positions. Their right-hand sides
are linear combinations of coordinates already stored in z;.

First block: preserve the token and copy its predecessor. Set = log(167") and choose
1 .
Wiz = Vdpl(2i —2,-1)),
1 .. 1 cur
Wz =162 Wiz = hg)

The constant coordinate supplies the offsets —2 and —1. After division by v/d, the score is
ﬁ((z — 12— (- (i - 1))2). For ¢ > 1, its unique maximum is at j = ¢ — 1, with gap at least .
Position 0 can attend only to itself.

Let o; denote the first v coordinates of the attention output. The output projection is

W loi] = (0,04,0,0,0).

Since h?rev was zero, residual addition gives (e, 0;,1,4,i2). Each coordinate of o; is within 1/16 of
the desired one-hot predecessor. Apply the coordinatewise function

R(t) = 2ReLU(t — 1/4) — 2ReLU(t — 3/4).
It is 0 for t <1/4 and 1 for ¢ > 3/4. Choose

FFNW (2) = (0, R(hP™V) — hP™" 0,0, 0).
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The subtraction cancels the approximate copy when the MLP output is added to the residual. The
resulting state is exactly

Z(l) = (exiaerifu 1ai77;2) (Z > 1)7 Z[()l) = (6i’6i’ 1’0’0)'

7

This MLP uses only affine maps and RelLUs. Linear terms can also be written with ReLLUs using
t = ReLU(t) — ReLU(—t).

Second block: retrieve the answer. Choose
W2y = VaBI((T + )RS, 1,7 + 1)),

2 rev - g cur
WI(()ZJ = [(hye » I j,J_)]v

WPz = (A5

These maps give the match, recency, and default scores from Section 2. The query’s last two entries
use the constant coordinate. The key uses the source’s position and its | coordinate. The value
copies the source’s current token. Thus o; is within 1/16 of the one-hot answer e,,.

We now want to replace the current token with the answer. Writing o; directly into A" would
add the two vectors. Instead, choose

Wo;] = (204,0,0,0,0).

After residual addition, the answer coordinate in h{" = e,, + 20; is at least 15/8. Every other
coordinate is at most 9/8, even if it contained the original token. Therefore the function

H(t) =2ReLU(t — 5/4) — 2ReLU(t — 7/4)
returns 1 on the answer coordinate and 0 on all others. Use
FEN®) (2) = (H(h®™) — h™, —hP™ 0,0, 0).

After residual addition, the state is (ey,0,1,4,42). The first token vector now stores the answer,
and the second is available for another copy. Neither block changes the position.

Finite precision. The calculations above use exact arithmetic. To evaluate softmax stably,
subtract the largest scaled score before exponentiating. The denominator is then at least 1. There
are at most 7'+ 1 terms, so exponential errors of at most ¢/T', for a sufficiently small constant
¢, give a small constant error in the normalized weights. Evaluate the scores and weighted sums
accurately enough that numerical error adds at most 1/32 to each copied coordinate. The total error
is then at most 3/32, which stays strictly inside the rounding intervals of both R and H. The stored
positions, squared positions, and scaled scores have polynomial magnitude in 7'. Their evaluation
to this accuracy requires O(logT") bits per coordinate. For a fixed vocabulary, both the residual
width and the MLP width are constant in 7'

B A Construction for Repeated Lookups

We now implement the composition from Section 4. The one-step destination is

f@)=max({j:2<j<i, zj_1 =2} U{0}) (i>1), f(0) = 0.

After k lookups, the answer is x fr(i)- Every destination is at most the position that reads it, so all
lookups are causal. Position 0 stores | and points to itself. Once a lookup reaches it, later lookups
still return L.
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Store the destination along with its token. Add two position coordinates P, ):
0 . .
20 = (64,,0,1,4,i2,0,0), 2 = (b, BP" 1,4,42, Py, Q).

Use width d = 2v + 5 and pad the projections to this width. The first block is unchanged. In the
second block, use W‘(/Q)Zj = [(h;“r, J)], so attention copies both the answer token and its position.
The output projection writes twice the token vector into h°"" and the position into P. The MLP
rounds h®" and clears hP*®V as before. Consequently, (h{"™, P;) stores the one-step answer and its
approximate destination, while (h}"", Q;) = (0,0). We choose the softmax scale below to control
the position error.

Compose the stored answers. Suppose every position stores its answer after s lookups:
hfur %eiﬂfs(i)7 Pz%fs(z% (hi‘)rev>Qi) = (O¢O)

Choose
WQZi == \/gﬁhop[(2p’iv _1)]>

Wiz; = [(3,5%)],  Wvz = [(5", F))l.

The unscaled score is 2P;j — j2 = P? — (j — P;)?. It selects the position nearest P;, which is a = f5(i)
when the stored position is accurate enough. That position stores its own answer after s lookups:

(hgur7 Pa) ~ (efo(a) ’ fs(a)) = (exf%(i)’ fZS(Z)) .

This is why one read doubles the number of lookups.
Write the copied token and position into (k™. Q;). These coordinates were zero, so residual
addition preserves the new pair there. Clear the old pair with

FFN(2) = (=A%, 0,0,0,0, —P,0).

At the next layer, read from (hP™V, Q) and write into the now-zero pair (A", P). The layer’s maps
specify which pair is used. No permutation of the stored coordinates is needed. We alternate
between these two pairs throughout the computation.

How accurately must we store a position? Let P, = a+ ¢, where a = (i) is an integer. For
any other integer position j, the unscaled score gap is

(2Pa —a*) = (2Pj — j%) = (j — a)® = 20(j —a) > 1 - 2]3|.

The last inequality uses |j — a| > 1. Thus an error of at most 1/16 leaves a score gap of at least 7/8.
We only need to maintain this accuracy, rather than recover an exact integer after every layer.

For k = 2F, set
1

E= ——m—

64T (L + 1)’

Use Binit in the second initialization head. Its score gap is at least 1, so at most € attention goes to
unwanted positions. The initial position error is at most Te, and the MLP makes the token vector

exact. Each composition layer also assigns at most € attention to unwanted positions, provided the
position error stays below 1/16.

Binit = ﬂhop =2 10g(T/6)
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To check that it does, let Ey be the largest position error after £ composition layers. Every
source already has error at most Ey,. The unwanted attention can mix in destinations that differ
from the correct one by at most 1. Therefore

Ey <Te, Eopy1 < Ep+Te, Er<(L+1)Te= 6i4
This bound is below 1/16, so it justifies the score gap at every layer. The same argument for token
coordinates uses range 1 instead of T'. Their final error is at most Le, so the largest coordinate gives
the correct token.

Finite-precision evaluation can use part of the remaining margin. Keep the numerical error in
each unscaled score below 1/16. The computed gap is then at least 3/4, for which the chosen Shop
still suffices. Limit additional error in each copied position to Te and in each token coordinate to €
per layer. The bounds above at most double, so positions remain within 1/16 and tokens remain
distinguishable. This requires O(log T + log(L + 1)) bits per coordinate. For k = 2%, the depth is
2 + L, with one head per layer and residual width 2v + 5.

A schedule for any positive integer k. To add one lookup as well as double, keep a fixed copy
of the one-step answer at each position:

hi™ = €aps PR =~ f(i).

These extra coordinates start at zero. During initialization, the second head writes the copied
position into both P and P°". Its MLP writes H(h®"") into h°"® as it rounds h°"". Every later
block outputs zero in the extra coordinates, so the fixed copy is preserved.
If the current destination is P; ~ f*(i), an add-one layer uses the same query and key as a
doubling layer, with value map
Wy zj = [(h§", P}™)].

It reads position a = (i) and copies f(a) = f5+1(i) and its token. Write the result into the unused
pair and clear the old pair, exactly as above. Thus each position stores only its fixed one-step
answer, its current answer, and space for the next copy. The residual width is 3v + 6.

Choose the schedule from the binary digits of k. The leading 1 corresponds to the initialized
answer f(i). Read each remaining digit b from left to right. First double s to 2s. If b =1, add one
lookup in a separate layer, obtaining 2s + 1. For example, 7 = (111)2 gives

1 double 9 add one 3 double 6 add one 7

The weights are chosen for a fixed k, so the operation at each layer is specified in advance and is
the same at every position. There are |log, k| remaining digits and at most two layers per digit.
The total depth is at most 2 + 2|log, k.

For the error bound, let L now be the total number of added lookup layers. An add-one layer
reads the fixed answers, whose position error is only the initialization error. Its error is therefore no
larger than the bound used for a doubling layer. The same choice of € and precision suffices.
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