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Today we will see how a Transformer takes a sequence of tokens and produces a probability
distribution for the next token. We focus on a causal, or decoder-only, Transformer: each position
can use only the prefix ending at that position.

1 From Tokens to Probabilities

Recall from the overview lectures that a tokenizer maps text to tokens xi,...,x7 from a fixed
vocabulary V. The model assigns next-token probabilities for each prefix zy.;.

Token embeddings. We first associate each token w with a learned vector e,, € R?, called its
embedding. The dimension d is the model width. We store these vectors as the rows of an embedding
matriz E € RV, In particular, if u,, € RVl is the one-hot column vector for token w, then

ew = ETuw e R%.

This simply selects row w of F, written as a column vector. We use the same matrix at every
position and learn its entries along with the rest of the model’s parameters.

The embedding of a token is the same regardless of the words before it. If we predicted using
only e,., we would assign the same next-token probabilities to all prefixes ending in ;. For example,
consider these prefixes:

Lily’s ball is red. The color of the ball is
Lily’s ball is blue. The color of the ball is

Both prefixes have the same last token, but their desired continuations start with red and blue,
respectively. The last token’s embedding alone cannot distinguish these cases.

Using the preceding tokens. We need to compute a vector using the preceding tokens as well
as x;. Write
hi = fo(r1.) € RY.

Here ¢ is the last position the model has read, and we use h; to predict z;11. Unlike the token
embedding, this contextual representation depends on the preceding text: changing that text can
change h; even when z; stays the same. Its dimension d is fixed; fy specifies how we combine
information from the prefix.



From a vector to probabilities. Once we have h;, we multiply by a learned output matrix and
add a bias to produce one score for each token in the vocabulary:

Ui = Woushi + bous,  Wour € RVIX4 g, e RV, (1)

These scores are called logits. We then apply softmax over the vocabulary to obtain the next-token
distribution:
exp(li(w))

veEY exp(& (U)) .

The output map and softmax form the readout. We now need to choose how to compute h;.

qo(w | v14) = E (2)

2 From a Fixed Window to Attention

A fixed window. One choice is to concatenate the embeddings of the last n — 1 tokens and apply
a feed-forward network gg. This gives a neural n-gram model [1]:

hi = go([€xi_psni---3€2,]) € R,

At the beginning of a sequence, we fill any missing slots with a fixed padding vector. Concatenation
keeps track of order, since each relative position occupies its own coordinates. A small value of n
can leave out information needed for the prediction. Using the subword tokenization in Figure 1,
a four-token window gives the same input for both prefixes above:

[uof; Lthe; U ball; is].

The color is outside this window, so the two predictions must be identical. A longer window
would reach it in this example, but information outside the chosen window still cannot affect the
prediction. The input to gy has (n — 1)d coordinates, while its output has d. For a fixed hidden
width, enlarging the window adds parameters and computation to the first dense layer. Once we
choose that layer, its input size is fixed: we cannot supply a longer window to the same network.

Reading from the prefix. For the color prediction, we would like to use the earlier tokens that
specify the color, wherever they occur in the prefix. We can read from these positions using a
weighted average. A weight near one almost selects a single position, while several nonzero weights
combine information from several positions. Write z; € R? for the vector at position j, initially
zj = €y, and form

7 %
0; = E Qi 25, Qg > 0, E Q5 = 1.
j=1 j=1

The output o; has d coordinates regardless of the prefix length. We can feed it into a fixed-size
map to compute h;, even when the prefix grows. Any token can affect the average, but the average
need not preserve all the information in the input vectors.

How should we choose the weights? If «;; depends only on the positions ¢ and j, it gives
the same weight to a color token and to an unrelated token occupying the same position. The
useful token can also move when we change the text. We therefore compute the weights from the
input vectors, allowing the model to change which positions it emphasizes. This operation is called
attention [2]. When we read from the same sequence we are updating, it is self-attention [3].

To choose the weights, we first assign a score s;; to position j when updating position i. A
simple choice is the dot product z;r zj. These scores can be negative, so dividing by their sum would



not necessarily give averaging weights. Softmax first exponentiates the scores and then normalizes

them:
exp(sij)

Zi:l eXp(Sir)’

Observe that the ratio of two weights depends only on the difference between their scores:

Oéij

o exp(sij — Sir)-

Equal scores therefore give equal weights, and increasing one score increases its weight relative to
the others. Since softmax is differentiable, we can learn the parameters used to compute the scores
by gradient descent.

Queries and keys. The dot product zZT zj is a restrictive choice. It is symmetric, even though
the information we need at ¢ may differ from what we need at j, and it gives us no choice about
which features to compare. For example, the score for j = i is always the squared norm ||z|2. We
can make the comparison more flexible by learning two linear maps:

q; = Wozi, k; = Wkzj, Wo, Wk € R%eaaxd,

We call these the query at position ¢ and the key at position j. In the color example, we would
like the query at the final is to match keys from color words. We compare the query and key using
their scaled dot product:

q;—kj B ziTWgWsz

S’L” = =
! V dhead \ dhead

Here dyeaq is the number of coordinates in each query and key. The learned matrix Wér W need
not be symmetric, so s;; and sj; can differ.

(4)

Scaling the scores. We have introduced a factor of 1/y/d}eaq in the scores. To see why, suppose
that at initialization the coordinates of q; and k; are all independent, with mean zero and variance

one. Then
dhead

E[q;rkj] =0, Var(qz—'rkj) = Z Var(qi,rkj,r) = dhead-

r=1

Under these assumptions, dividing by /dpeaq makes the score variance one. Without this scaling,
increasing the dimension can concentrate the softmax weights and make its derivatives small. This
was the motivation for the scaling in the original Transformer [3, Section 3.2.1]. The scale can still
change during training.

Figure 1 uses the subword tokenizer from the lecture slides. The larger illustrative scores on _r
and ed, the two tokens of red, give those positions most of the weight in the average.

Values and attention heads. The weights tell us where to read. We still have a choice about
what information to take from those positions. We could keep averaging the input vectors z;. A
learned wvalue map lets us instead select or transform the features to pass on. For example, keys
can emphasize features useful for matching a color query, while values retain information needed
to predict the color. These are different roles, so we allow different learned maps:

q; = WQZZ', kj = WKZ]', vj = szj, WQ, Wy, Wy € R%neadxd (5)
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Figure 1: Illustrative attention on subword tokens, with the query at the final ,is. The symbol
marks a leading space. The lower panel applies softmax to the scores in the upper panel.

The attention output is now
i
0; = Z Qi Vg, 0; € Rdhead. (6)
j=1

We learn all three maps from the next-token objective. Taking dyeaq = d and Wy, = I recovers the
weighted average of the original vectors.

These operations together form an attention head. The learned maps Wg, Wi, Wy are shared
across positions; the attention weights are computed for each input.

The causal mask and matrix form. So far we have restricted the sum to j < 4. This is
important: when predicting x;41, we cannot use ;41 itself or any later token. We enforce this
restriction with a causal mask.

We can compute the attention outputs at all positions together using matrix operations. Stack
the input vectors as rows of a matrix Z € RT*? with zl-T in row i. The query, key, and value
matrices are then

Q:ZWJ, K:ZWI—(F7 V:ZW‘—/F, Q7K’V€RT><dhead'

The (i, ) entry of QK | is the dot product between query i and key j. To exclude future positions,
define a mask matrix M € (RU {—o00})"*7 by

0 <
Mijj=1" 7=0
—00, ] >1.
We can now write the whole head computation as

T

QK
O = softmax
( V dhead

Here softmax acts separately on each row, and exp(—co) = 0. The i-th row of O is o] from (6).

Notice that we use softmax in two different places. Here it gives weights over input positions; in
the readout in (2), it gives probabilities over vocabulary tokens. Figure 2 shows how the attention
weights are computed and then used to combine the value vectors.

+ M> Ve RT%dnead (7)
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Figure 2: The two computations in an attention head. Queries and keys produce A =
softmax(QK " /v/dypead + M); multiplying by V then combines value vectors. The triangular grid
shows the support of A: blue entries are allowed, and future positions have weight zero. Shading
does not indicate weight magnitude.

3 Representing Position

An attention head compares a query with each key and averages the corresponding values. If we
hold the query fixed and reorder the key—value pairs, each value moves together with its score. To
see why the output does not change, write the weighted average as

I CO

Z;:1 exp(sij)
Reordering the pairs only reorders the terms in these two sums; their values are unchanged. Thus
the output depends on which pairs are available, but not on their order. This is permutation
invariance with respect to the key—value pairs at a fixed query.

When the inputs are token embeddings alone, rearranging the preceding tokens simply reorders
these pairs. This can prevent us from making the right prediction. Consider the two prefixes

A: One day, Lily gave the ball to Tom. Now the ball belongs to
B: One day, Tom gave the ball to Lily. Now the ball belongs to

)

We should predict Tom in the first case and Lily in the second. Taking each name to be a single
token, the two prefixes contain the same tokens. Only Lily and Tom exchange positions, and the
last token is the same in both.

With token embeddings as inputs, the final query is the same in both cases and can read all
tokens in the prefix. Swapping the names just exchanges their key—value pairs. By the calculation
above, the output o; is unchanged, so a prediction based on this output cannot distinguish the two
prefixes.

This argument concerns a single attention layer on token embeddings. In later causal layers,
the keys and values can already depend on different prefixes, so reordering the tokens need not
simply reorder these pairs.

Position vectors. We can give the model explicit position information by adding a positional
encoding p; € R? to each token embedding:

ZZ-(O) = €y, + Di. (8)



Here the superscript 0 denotes the initial representation, before we apply attention. The query and
key projections can now use both the token and its position. When we swap Lily and Tom, we add
a different position vector to each name’s embedding.

Learned and sinusoidal positions. We can learn one vector for each supported position, giving
a table with Ti,acd parameters for Ty, positions. This does impose a maximum position: going
beyond it requires extending the table. The difference from the fixed-window model is how we use
these vectors. Concatenation enlarged the input to a dense layer. Here we add p; to a d-dimensional
token vector, so the attention and feed-forward maps keep the same input dimension and the same
parameters for every sequence length up to Tiax.

We can avoid learning a separate vector for each position by using a fixed formula. The original
Transformer used sine and cosine pairs at several frequencies [3, Section 3.5]. We can write these
as

pi = (cos(w1i), sin(wii), . . ., cos(wqat), sin(wqy21)),

for even d, with w,, = 10000~2(m=1/d for m = 1,. .. ,d/2. At position i, we take one value from
each curve to form p;. The frequencies vary on different length scales: some coordinates change
quickly from one token to the next, while others vary slowly across a long span. Figure 3 shows
three coordinate pairs. An offset r rotates each pair by the fixed angle wy,r.

Coordinates across positions One coordinate pair
— cos(wi) - -~ sin(wi)
position ¢ + r
position ¢

1 -

L A shift of r positions
-1 rotates the pair by wr.

1 16 32 48 64

Position ¢

Figure 3: Three sine—cosine pairs from a d = 64 encoding. A vertical slice gives six coordinates of
p;. Each pair traces a circle as the position changes; its frequency sets the rotation per token.

Relative positions. Often we care about where a token is relative to the current one. For
example, a head that reads the preceding token should use the same positional rule at positions
10 and 100. Both have j —¢ = —1. Absolute position vectors give separate descriptions of ¢ and
7; using their relative offset directly lets us share a positional rule when a passage moves within a
document. The content at the two positions can still affect the score.

One way to do this is to add a learned bias bj_; to the score. With rotary position embeddings
(RoPE), we instead rotate query and key coordinates according to their positions [4]. For one pair
of coordinates, let Ry be the two-dimensional rotation through angle 6. Rotating the query at ¢ by



wt and the key at j by wj gives
(Rwiqi)T(ijkj) = qz'TRw(j—z')kj7

since R;—Rd) = Ry_g. The explicit position dependence is through the relative offset j —i. RoPE
applies this calculation to coordinate pairs at different frequencies.

Using a fixed formula lets us evaluate the encoding at positions beyond those seen in training,
though it does not guarantee accurate predictions there. For the rest of these notes, we will use
the additive position vectors in (8).

4 The Transformer Block

A Transformer block combines several attention heads with a feed-forward network at each position.
We will build these two parts, then add residual connections and layer normalization so that we
can stack many blocks.

Multiple attention heads. Recall that all coordinates of a head’s output use the same weights
a;;. We might want to read different features from different positions, but one head has to use the
same weighting for all of them. We can allow several choices of weights by using multiple heads
and keeping their outputs in separate coordinates.

Let H be the number of heads and take dyeaq = d/H, assuming H divides d. Each head has its

own query, key, and value matrices. At position i, head a produces o,ga) € Rénead . We concatenate

the outputs and apply an output projection:
o

a; = Wo s Wo € R*, (9)

o)

The concatenated vector has dimension Hdpeaq = d. The projection Wp combines the heads’

outputs into an update a; € R%.
We write MHA(Z) for the matrix whose i-th row is a; . Thus MHA(Z) has the same shape as
Z. Each head uses the causal mask in (7). Figure 4 shows how the head outputs are combined.

o

Head 1 | M [ O®
— Sl 00 0%)

T x dlm;\d l17(—)r MHA Z
— | o (2)

T x d / T x d
Head 2 ‘ T % d

A@y @ |

concatenate columns

T x dlmml

Figure 4: Two heads, each with its own query, key, and value maps. Each computes its own
attention matrix A from the same input. Their outputs are concatenated along the feature

dimension; WOT then combines the columns. For the two heads shown, dpeaq = d/2. Row i of the
T

result is a; .



We can understand the role of each head by writing the update directly in terms of the input

vectors. Partition Wy = [Wg) W(()H)] into column blocks, where W(()a) € R%dead | With

B, = WSIW e R4 we have

H i
a; = Z Z ozl(?)Bazj. (10)

a=1 j=1

This separates two choices: the query—key product (Wé;))TWI(g ) determines the attention weights,
while B, determines how features at a source position contribute to the update [9]. Each product

has rank at most dpeaq. Although the expression is a weighted sum of linear transformations, the
(a)

update is generally nonlinear because the weights o depend on the input.

The feed-forward network. Attention lets us gather information from other positions. We
can now apply a nonlinear function to the features we have gathered at each position. We use a
position-wise feed-forward network consisting of two affine maps with a coordinatewise nonlinearity

¢ in between:
FEN(z) = Wap(W1z + b1) + ba, (11)

where
Wy e R¥xd e R¥™>de p e R% by € RY

The intermediate width dg is often larger than d. The original Transformer used dg = 4d and the
coordinatewise ReLU activation ¢(z) = max{0, z}.

For example, if two coordinates contain bits b,c¢ € {0,1}, the ReLU unit max{0,b + ¢ — 1}
computes their conjunction. The matrix W, maps the hidden activations back to R%.

We apply the same feed-forward network independently at every position, so this step does not
read from other positions. As with attention, we write FFN(Z) for the operation on the whole
matrix, with the function above applied to each row.

Residual connections. Rather than replacing a representation with the output of a sublayer,
we can add the output to the existing representation. This is a residual connection:

z+— 2+ F(2).

Both multi-head attention and the feed-forward network return vectors in R%, so we can use this
addition after each. In particular, setting F' to zero leaves z unchanged. The vectors we carry
through these additions form the residual stream.

To see how the addition affects gradients, write y = z + F'(2) and g, = VL. If DF denotes
the Jacobian of F', the chain rule gives

g. = (I + DF(z))Tgy =gy + DF(z)Tgy.

Without the residual connection, we would have g, = DF(2)"g,, which can become small when
DF(z) is small. With the residual connection, we get the extra term gy.l Residual networks were
developed by He et al. [5] to make deep networks easier to optimize.

!This does not guarantee a nonzero gradient; the two terms can cancel.



Layer normalization. As we repeatedly update the representations, their scale can change. This
matters for attention: with bias-free query and key maps, multiplying every input vector by ¢ > 1
multiplies the scores by ¢2. We can then get much more concentrated softmax weights even though
the vector directions have not changed.

We control this scale using layer normalization [6]. For each vector, we subtract the mean of
its coordinates and divide by their standard deviation, with a small correction to avoid division by
zero. We then apply a learned scale and shift. Formally, for z € R?, define

d d
1 1
) =23 w02 = oD (e pl2),
r=1 r=1
The normalized vector is ()1
z— u(z
LN(z) =70 ——— + 3, 12
(=70 S+ (12)

where v, 8 € R? are learned parameters, ® denotes coordinatewise multiplication, and ¢ > 0
prevents division by zero. The mean and variance are computed separately at each token position,
over its d coordinates.

There is also a choice of where to normalize. We will use pre-normalization: we normalize the
input to each attention or feed-forward sublayer, then add its output to the unnormalized residual
representation. The original Transformer instead normalized after each residual addition. These
two placements have different effects on gradients and training stability [7].

Putting it all together. We now combine these operations into a block and stack L such blocks.
Write zi(z) for the representation at position 7 after block ¢, and let row i of Z() € RT*4 he (zi(z))—r.
Thus Z© contains the token and position embeddings from (8). Block ¢ applies the two updates

U® = zU=D 4 MHA, (LNé,attn<Z(£_1)>> ) (13)
70 = y® 4 FFN, (LNM(U@)) . (14)

The output Z® becomes the input to the next block. All three matrices have shape T x d. Each
block has its own parameters, which we share across positions; the two normalizations also have
separate scale and shift parameters. Figure 5 shows the two residual paths.

Causal multi-head | 0\
(—1) ‘L (0
Z _>‘ attention | Q_/ U

Position-wise | Y
(0) i, (£)
U o _)‘ feed-forward | O Z

Figure 5: The two successive updates of a pre-normalized Transformer block. The orange paths
carry the existing representations directly to the additions. Normalization is applied before each
sublayer. Only the attention sublayer communicates between token positions.

What do we gain by stacking blocks? One causal attention layer already lets position i read
every j < 4. In the first block, however, we form queries and keys from normalized token and



position embeddings. In later blocks, we form them from representations that already contain
information gathered by earlier blocks. We can therefore choose what to read based on what we
have already computed [9]. Figure 6 shows this dependence across two blocks. Within a single
attention sublayer, all positions read the input vectors to that sublayer, not the outputs being
computed at other positions.

After block 2 252) zéz) zéz) zf) Zéz)
key, value query
After block 1 zgl) zél) 24(11) WU
uses T1:5
Embeddings 250) Zgo) ZéO) zé(lo) zéo)
position j 1 2 3 | 5

Figure 6: Selected dependencies through two blocks. In block 2, position 5 forms its query from
a representation of x1.5 and can read a key and value at position 3 that already depend on x1.3.
One block can access the whole prefix; another makes the attention computation depend on earlier
computations. All arrows cross between blocks, and omitted arrows are also allowed when causal.

Causality. We should check that computing all positions together does not let the model use
future tokens. We can show this by induction over the blocks. Initially, z,go) depends only on x;
and its position. Now suppose the vector at each position j after block £ — 1 depends only on z1.;.
Causal attention at ¢ reads only positions j < 4, so its output depends only on z1.;. Normalization,
residual addition, and the feed-forward network act separately at each position and preserve this
property. Thus our prediction at ¢ depends only on the prefix x1.;, even when we process the whole

training document in one forward pass.

The readout. After all L blocks, we apply a final normalization to obtain the prefix representa-
tion h; = fo(z14) = LNﬁnal(zi(L)). We then use the readout from (1)—(2) to predict x;41:

l; = Wouthi + bout, qo(- | z1:) = softmax(¢;).

The parameters 6 include all the learned matrices, biases, and normalization parameters.
We can reuse the input embedding matrix at the output by setting Wy« = E. This is called
weight tying, and gives the following logit for token w:

Li(w) = e} hi + bous (w).

The same row of E now has two roles: it represents token w at the input and scores w against the
final contextual representation at the output. We can also leave the matrices untied and learn the
input embeddings and output scoring vectors separately. Figure 7 shows the complete computation
for all positions together.
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Figure 7: The full forward computation, shown with learned additive position vectors stored in P.
Gray boxes show the input and computed values; blue boxes are learned parameters shared across
positions. Each block has its own parameters ©y. Row ¢ of A contains the logits EiT; row ¢ of II is
qo(- | z1.4), the distribution for ;4.

5 Parameters and Computation

Parameter counts. We can now count the parameters in the model. A single head has 3ddyeaq
entries in its query, key, and value matrices. With H heads of width dyeaq = d/H, the query
projections together have Hddpeaq = d? entries. We get another d? each from the key, value, and
output projections. The two feed-forward matrices contribute 2ddg entries.

Table 1 collects these counts and the arithmetic cost for an input of length 7. We omit biases
and normalization parameters, which contribute O(d + dg) parameters per block.

Operation Matrix parameters Arithmetic cost
Query, key, and value projections 3d? O(Td?)
Attention scores and weighted averages 0 O(T?d)
Multi-head output projection d? O(Td?)
Feed-forward network 2ddg O(Tddg)

Table 1: Parameter counts and dense arithmetic costs for one block. Attention weights are com-
puted from the input and add no parameters.

With dg = 4d, one block has 12d? matrix parameters: 4d? in attention and 8d? in the feed-
forward network. Thus two thirds of the block’s matrix parameters are in the feed-forward network.
For L such blocks and tied input and output embeddings, the main parameter count is

12Ld* + |V|d.

Here we count the embedding matrix F only once because the output matrix Wy, shares its entries.
If we instead learn Wy, € RIVIxd separately from E, we add another |V|d parameters; this is the
untied case. A learned position table adds Tiaxd, whereas fixed sinusoidal encodings add none.

Parallel computation. During training, we have all the input tokens. Since queries, keys, and
values within a sublayer come from the same input matrix, we can compute the outputs at all
positions in parallel. We still need to finish one block before starting the next, so L blocks give us
L successive rounds of communication between positions.

The causal mask allows T'(T + 1)/2 query—key pairs per head. Computing the scores across all
heads costs O(HT?dpeaq) = O(T?d) operations. Multiplying the attention weights by the values

11



has the same cost. Adding the projections and feed-forward network gives a total cost of
O(L(Td* + T%d)) (15)

for the blocks when dg = O(d). Computing vocabulary logits at every position adds O(T'|V|d).
Notice that increasing the context length does not add parameters to the blocks, but it does increase
computation. Comparing the T?d attention term with the Td? projection and feed-forward term
gives a ratio of 7'/d. Which cost dominates therefore depends on how long the sequence is relative
to the model width.

A direct implementation would store a T' x T attention matrix for each head. We can avoid
storing the full matrix by computing attention in smaller blocks. FlashAttention [8] uses this idea
to reduce memory traffic while computing the same dense attention operation. It saves memory,
but the arithmetic cost in (15) still contains the quadratic term.

Decoding. How does the computation change when we generate text? For a prompt xi.7, we
first process all T positions in parallel and use hr to predict z741. This prompt pass is called prefill.
After we choose xr11, we append it to the prefix and compute the distribution for z75. We repeat
until we produce an end-of-sequence token or reach a length limit. Each prediction depends on the
token just chosen, so ordinary autoregressive decoding proceeds one token at a time.

Recomputing the entire prefix at every step would repeat work. By causality, appending a token
does not change the representations at earlier positions. At each layer we can therefore retain the
keys and values already computed in a key—value cache, or KV cache [10, Section 2.4]. For the new
position, we compute a query, key, and value, append its key and value to that layer’s cache, and
use the query to attend to the entire cache. The resulting vector continues through the block and
on to the next layer. After the final layer, the readout supplies the next-token probabilities. The
query changes at each new position, so we recompute its scores and softmax weights against the
cached keys.

Once positions 1,...,t — 1 are cached, processing position ¢ requires projections and a feed-
forward computation for just one position, together with attention over ¢ positions. Including the
vocabulary readout, this costs

O(L(d® + td) + |V|d).

Across all heads, the keys and values at one position have total width 2Hdpea.q = 2d. Caching
t positions in L layers therefore uses 2Ltd numbers per sequence. Thus caching trades memory
for avoiding repeated projections and feed-forward computations; each new query still reads the
growing prefix.
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